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Abstract
We propose a simple hierarchical infinite HMM (iHMM) model, an extension to
(iHMM) with efficient inference scheme. The model can capture dynamics of a
sequence in two timescales and does not suffer from the problems of other related
models in terms of implementation and time complexity. We use the model to
analyze the dynamics in two timescales of some synthetic and real physiological
data. We show that the model performs reasonably well compared to a baseline
on two physiological datasets.
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Introduction

The infinite HMM (iHMM) [2] and its variants (e.g. [5, 16]) have been among the most successful
Bayesian nonparametric models across different fields from speech recognition [6] to biology [1].
Simple predictive distributions and efficient inference schemes are factors behind the widespread
adoption of these models. However, despite their success in analyzing single-timescale dynamics,
their application to time series with multiple timescales has been limited.
Multiple timescales appear in domains where there is a hierarchical structure; for instance, in natural
language [11], handwriting [10] and motion recognition [7]. As a concrete example, it is natural
in motion recognition to model the sequence of movements and steps within the movements at two
different levels. In the parametric setting, generalizing the HMM to the hierarchical HMM (HHMM)
leads to less time-efficient inference (e.g. [4, 12]). In the nonparametric case, the few available
models (e.g. [7, 18]) are complex to implement and not readily amenable to efficient inference.
In this paper, we propose an extension to the iHMM model which does not suffer from the above
problems and can be applied to time series with dynamics at two timescales. Although our model is
limited by the depth of the hierarchy, in many practical applications of HHMMs (e.g. [14, 13, 19])
a two-level analysis of the dynamics is sufficient. We apply the model to a novel task of physiology
data segmentation which is of significant importance in the field of affective computing [15]. We
show that our model outperforms another commonly used nonparametric segmentation model, the
sticky HDP-HMM [6] in terms of finding the right segments.

2

Model

Our model can be viewed as a generalization of an iHMM where the transition probability is a
mixture of two distributions: 1) a state-dependent transition probability distribution which resembles
the transition probability in an iHMM and 2) a state-independent probability distribution. We sample
the mixture component from a Bernoulli distribution with a parameter that depends on both the
hidden state and the observation.
In the language of a generative model, at time step t, given a hidden state zt , we first generate
an observation yt from a conditional observation distribution F (φzt ) where φzt is the parameter
corresponding to the hidden state zt . Next, we sample a variable, which we call the segmentation
variable st , from a Bernoulli distribution with a parameter σ(ωy yt + ωz zt ) = 1+exp (−ω1y yt −ωz zt )
1

where ωy and ωz are the parameters of the sigmoid function. Finally, conditioned on the segmentation variable, we either sample the next state zt+1 from a state-dependent distribution πzt or ignore
the current state zt and sample zt+1 from a distribution π0 . More formally:
z1 ∼ π0 ;

yt |zt ∼ F (φzt );

β ∼ GEM(γ);

πi ∼DP(αβ);

st |zt , yt ∼ Bern(σ(ωy yt + ωz zt ));

φi ∼ H;

zt+1 |zt , st ∼ π01−st πzstt ,

where H is the prior distribution over φ, F (φzt ) is the observation distribution, GEM(γ) is the
stick-breaking distribution with concentration parameter γ, and DP(αβ) denotes sampling from a
Dirichlet process with concentration parameter α. An illustration of the model applied to a toy
dataset (explained in Sec. 5.1) is provided in Fig. 1. Red vertical lines show the segments and colors
are used to show the hidden states within each segment.
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Stochastic variational inference

To keep the notation uncluttered, we assume we have a dataset y of S sequences all with the same
1:S
1:S
length T and write: y = y1:T
, z = z1:T
, s = s1:S
1:T . For inference, we use the stochastic variational
inference (SVI) algorithm [8] and approximate the posterior with a truncated variational distribution
introduced in [9]. We approximate the posterior p(z, s, β, ω, π, φ|y) with mean field family distribution q(z, s)q(β)q(ω)q(π)q(φ). In the language of SVI, z and s are local variables and β, ω, π, and φ
are global variables. We maximize the marginal likelihood lower bound L:


p(z, s, β, ω, π, φ, y)
L , Eq
q(z, s)q(β)q(ω)q(π)q(φ)
by using stochastic natural gradient ascent over the global factors and standard mean field updates
for the local factors. At each iteration of SVI, we sample a minibatch of M sequences from the
dataset and update its local factors; next, given the expectation with respect to the local factors we
update the global factors by taking a step of size ρ in the approximate natural gradient direction.
To further simplify the notation we assume that the minibatch is a single sequence and drop the
superscript for y, z and s. Next, we explain the variational factors for each of the variables and
provide their SVI updates.
3.1 Variational factors
For q(z1:T , s1:T ), the “direct assignment” truncation used in [9], sets q(z1:T , s1:T ) = 0 if for any of
z1 to zT we have zt = k and k > K; here K is the truncation level. Since by using this truncation the
update to q(β) conditioned on the other factors is not conjugate anymore, we use a point estimate for
q(β): q(β) = δβ ∗ (β). We adopt the same point estimate approach for the parameters of the sigmoid
function; hence, q(ωy ) = δωy∗ (ωy ) and q(ωz ) = δωz∗ (ωz ).
With this truncation scheme, we can write the prior over πi as p((πi1 , . . . , πiK , πi,rest )) =
PK
PK
Dir(αβ1 , . . . , αβK , αβrest ). Here, πi,rest = 1 − k=1 πk and βrest = 1 − k=1 βk . We know
from [8] that due to conjugacy the optimal q((πi1 , . . . , πiK , πi,rest )) is in the form of Dir(α̃i ) where
α̃ is the parameter of the variational distribution.
We assume that the prior over φ is in exponential family with natural parameter η, and it is a conjugate prior for the likelihood function f (yt |φ). This implies that the optimal variational distribution
q(φ) is also in the same family with some other natural parameter denoted by η̃. More formally, we
have: h(φi ) ∝ exp{hηi , tφ (φi )i} and q(φi ) ∝ exp{hη̃i , tφ (φi )i} where tφ is the sufficient statistic
function of p(φ).
3.2 SVI update equations
For the variational updates we need to take expectations with respect to each of the variational
distributions. For the expectations with respect to q(z1:T , s1:T ), a modification of the standard HMM
forward-backward algorithm with the following forward F and backward B messages can be used:
F (zt , st ) , f (yt |φzt )p(st |zt , yt )
B(zt , st ) ,

X
zt+1 ,st+1

X
zt−1 ,st−1

F (zt−1 , st−1 )p(zt |st−1 , zt−1 );

B(zt+1 , st+1 )f (yt+1 |φzt+1 )p(st+1 |zt+1 , yt+1 )p(zt+1 |st , zt ).
2

(1)

These messages can be computed in O(T K 2 ). For updating the local factors, instead of πij and
f (yt |φzt ) in Eq.1, we compute the forward-backward messages using π̃ij , exp{Eq(π) ln πij } and
L̃ti , exp{Eq(φi ) ln f (yt |φzt , zt = i)}. The expectations of the sufficient statistics with respect to
q(z1:T , s1:T ) are:
T
X
t̃ij
1[zt−1 = i, zt = j, st−1 = 1, st = .];
trans , Eq(z1:T ,s1:T )
t=2

"
t̃0j
trans

, Eq(z1:T ,s1:T )

1[z1 = j] +

T
X

#

1[zt = j, st−1 = 1] ;

t̃jy

, Eq(z1:T ,s1:T )

t=2

T
X

1[zt = j, st = .]tjy (yt ).

t=1

Given these expected sufficient statistics and a scaling factor m , S/M , we can write the update
equations for the parameters of the global variational factors q(π) and q(φ):
η̃i ← (1 − ρ)η̃i + ρ(ηi + m.t̃iy )

α̃i ← (1 − ρ)α̃i + ρ(αi + m.t̃itrans )

α̃0 ← (1 − ρ)α̃0 + ρ(α0 + m.t̃0trans ).
For the global factors q(ω) and q(β) we use a point estimate; hence, we only need the gradient of L
with respect to β ∗ and ω ∗ . For ∇β ∗ we follow the derivation in [9] and for ∇ω∗ we have:
" T
#



X
p(ω1 , z1:T , s1:T , y1:T )
= Eq(z1:T ,s1:T )
st yt − p(st = 1|yt , zt )yt .
∇ω1∗ L = ∇ω1∗ Eq(z1:T s1:T ) ln
q(ω1 )q(z1:T s1:T )
t=1
hP
i
T
Similarly, for ω2∗ we have: ∇ω2∗ L = Eq(z1:T ,s1:T )
t=1 st zt − p(st = 1|yt , zt )zt .
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Related models

The closest models to our model in terms of extending iHMM to multiple timescales are [7] and [18].
Infinite hierarchical HMM (IHHMM), introduced in [7], is a nonparametric model that allows the
HHMM to have potentially unbounded depth. Hence, the model can infer the number of levels in
the hierarchy. In IHHMM, the bottom level is the observed sequence and each level is a sequence
of latent variables dependent on the level above. As the authors suggested, more efficient inference
algorithms are needed in order to make their model useful for practical applications.
The block-diagonal iHMM [18] is a generalization of iHMM that assumes a nearly block-diagonal
structure on the transition matrix of the iHMM. Each block corresponds to a “sub-behavior” and the
model can partition the data sequences according to these sub-behaviors. The model first partitions
the infinite number of hidden states into infinite number of blocks by using an additional stickbreaking process. Then, it increases the probability of transition between the states of a block by
modifying the Dirichlet process prior over the transitions. Hence, as the block size becomes smaller
the model behavior converges to that of Sticky HDP-HMM. For inference, as the authors explained,
achieving a fast mixing rate in their proposed inference algorithm requires implementing a nontrivial
bookkeeping-intensive method. In contrast, our model is much simpler and easier to implement inference for, but it can also discover transition matrices with approximately block-diagonal structure;
the segmentation events provide a mechanism for transitioning from one group of connected states
to another.

5

Experiments

We evaluate the performance of the model on a synthetic and real dataset; we also compare it with a
sticky HDP-HMM model which is often used for time series segmentation. A more fair comparison,
which we leave for an extended future work, would be with either IHHMM or the block-diagonal
iHMM.
5.1 Synthetic data
We generate a toy dataset with 15000 data points from 3 different transition matrix each with 2
hidden states. The goal is to find the points where we have switched from one regime to another
3
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(a) A sample of a toy dataset with true segments

(b) Segmentation HDP-HMM on the toy dataset
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Figure 1: Segmentation model applied to a toy dataset
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(a) Dataset 1 with true segments
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(f) Sticky HDP-HMM on dataset 2

Figure 2: Results on EDA data

one and also the dynamics within each segment. Fig. 1 shows a sample of the data and the result
of running 100 passes of SVI over the whole dataset. For running SVI, we split the dataset into
20 sequences and use a batch of size 2. We also use 2 sequences for testing and calculating the
predictive likelihood. Fig. 1 shows that our model can capture the segments and dynamics within
them correctly.
5.2 Electrodermal activity (EDA) data
Electrodermal activity (EDA) refers to changes in electrical properties of the skin caused by sudomotor innervation [3]. EDA is an indication of physiological or psychological arousal and has been
utilized to objectively measure affective phenomena and sleep quality [17]. Segmenting EDA data
can help psychophysiological activity recognition. For instance, it can help finding stressful periods
objectively in order to detect the roots of stress in a person’s lifestyle. However, manually labeling
EDA dataset for large amount of user data (days or months) is time consuming and even invalid if
not reported in a timely manner. Having an unsupervised segmentation method can either automate
this process completely or help manual labeling.
We use two datasets of sizes 12000 and 32000 and split them into sequences of size 1000. In both
datasets, we normalize the EDA values and use batch size and heldout size of two. We fix the
maximum number of hidden states to 15 for both datasets and run SVI for 100 passes over the
dataset. The resulting segmentation for both datasets is provided in Fig. 2(b) and 2(e); compared to
the ground truth (Fig. 2 (a) and (d)), our model outperforms the baseline in terms of finding the right
segments.

6

Conclusion

We proposed a new Bayesian nonparametric model for modeling dynamics at two timescales in time
series. Our model is a simple extension to the widely used iHMM model and has an efficient inference scheme. Although our model is less flexible than other nonparametric models for hierarchical
time series, we showed that it can perform reasonably well in practice. For a better understanding
of the behavior of our model, a more comprehensive performance comparison with other models is
needed.
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